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Abstract—Zero-knowledge (ZK) proof systems on Ethereum
use on-chain verifier contracts to check cryptographic proofs for
Layer 2 rollups, privacy protocols, and identity systems. A bug
in the verifier may cause an invalid proof to be accepted and can
lead to loss of funds. Existing ZK security tools mainly analyze
prover circuits, while general smart contract analyzers focus on
conventional contract vulnerabilities. Neither approach targets
verifier-specific logic such as pairing operations, Fiat-Shamir
transcripts, and inline Yul assembly. We present ZKScan, a static
analyzer that checks verifier contracts before deployment. ZKScan
organizes ten detection rules into five vulnerability classes for
Groth16, PLONK, and FFLONK verifiers. For precompile calls,
ZKScan uses intraprocedural Yul dataflow analysis to identify
unchecked return values. We evaluate ZKScan on 74 contracts
across three datasets: a synthetic dataset for detector validation,
an audit-derived dataset to measure detection effectiveness, and a
mainnet dataset combined with the audited contracts to evaluate
real-world alert volume. On the audit-derived dataset, ZKScan
achieves 94% recall and 77% precision. In contrast, Slither and
Mythril detect none of the injected ZK-specific vulnerabilities.

Keywords—zero-knowledge proof, verifier contract, smart
contract vulnerability, static analysis, Groth16, Ethereum

I. INTRODUCTION

Every major Ethereum zero-knowledge (ZK) rollup (e.g.,
zkSync Era, Polygon zkEVM, Scroll, Linea, Taiko) relies on
an on-chain verifier contract to check cryptographic proofs
before the corresponding state transition is finalized on the
Ethereum base layer [1]. The verifier forms the final trust
boundary for these proofs. If it accepts a forged proof, an
attacker will be able to fabricate state transitions and drain
funds. ZK rollups secure billions of dollars in total value locked
(TVL) on Ethereum [2], making the security of their verifier
contracts increasingly important.

As shown in Fig. 1, vulnerabilities in ZK systems can occur
at four layers: circuit constraints, compiler/library code, on-
chain verifier logic, and application logic. Existing audit tools
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address circuit, library, and application vulnerabilities, but lack
dedicated coverage for on-chain verifier contracts.

This gap matters in practice because verifier vulnerabilities
have already led to real-world exploits. In 2022, the Frozen
Heart vulnerability [3], [4] could let attackers forge proofs
in multiple PLONK implementations. More recently, the
FOOMCASH and Veil Cash exploits [5] drained $2.26M
from protocols that shared the same broken verifier, where
gamma? delta?2 broke the pairing soundness condition.
The OxPARC ZK Bug Tracker [6] also documents dozens of
ZK vulnerabilities, including verifier-side flaws that existing
tools do not detect.

We therefore present ZKScan, a static analyzer for checking
on-chain ZK proof verifiers. The source code is available at
https://github.com/atahabilder1/ZKScan. Our contributions are:

1) A vulnerability taxonomy for Solidity/Yul verifier
contracts with five classes derived from published audits
and exploit disclosures.

2) ZKScan, a static analyzer with ten detector rules (D1-
D10) for Groth16, PLONK, and FFLONK. Detector D6
uses intraprocedural Yul dataflow analysis to identify
unchecked precompile return values.

3) An evaluation suite of 74 contracts across three datasets:



an 18-contract synthetic dataset, a 20-contract audit-
derived dataset, and a 36-contract in-the-wild mainnet
dataset.

II. BACKGROUND

The correctness of a verifier contract depends on three factors,
namely the cryptographic proof system it implements, the
Ethereum Virtual Machine (EVM) precompiles it invokes, and
the adversarial inputs it must handle.

A. ZK Proof Systems

On-chain verifiers primarily implement Groth16, PLONK-
family, or FFLONK proof systems [7], each with distinct
verification requirements and failure modes.

Groth16 [8] is a pairing-based proof system widely used
for its minimal proof size (3 group elements: A € G1,B €
G2,C € G1) and O(1) verification. Verification requires
evaluating the pairing equation:

¢
e(A,B) =¢(a, ) - e (Z aiLim) -e(C,0) €))
i=0

where «, 3,7, come from the verification key, L; are input
commitments, and a; are public inputs. Omitting any of these
terms may break soundness. Groth16 verifiers generated by
tools such as snarkjs [9] have been widely deployed in systems
such as Tornado Cash and Semaphore.

PLONK [10] offers a universal setup and derives verification
challenges via Fiat-Shamir [11]. The verifier reconstructs
successive challenges (3,7, a, (,v,u) by hashing the proof
transcript. Omitting or reordering commitments breaks sound-
ness. On Ethereum, PLONK-family verifiers encompass stan-
dard PLONK (e.g., Linea [12], Aztec) and PLONKish/Halo2
systems.

FFLONK [13] batches polynomial openings to reduce proof
size and gas cost and has been deployed in Polygon zkEVM
verifier contracts.

B. EVM Precompiles

On-chain verification relies on three EVM precompiles
for BN254 arithmetic defined by Ethereum Improvement
Proposals (EIPs) EIP-196 [14] and EIP-197 [15]: ecAdd
(0x06), ecMul (0x07), and ecPairing (0x08), invoked
via staticcall. Using these precompiles introduces three
main security concerns. First, a failed precompile invocation
returns a zero staticcall success flag and may leave
stale output memory. Second, raw BN254 field multiplication
can overflow 256-bit EVM words without suitable modular
arithmetic. Third, confusing the base field prime p with the
scalar field order r allows scalar aliasing.

C. Threat Model

We assume an adversary who controls proof elements (e.g.,
(A, B,C) in Groth16) and public inputs {a;} submitted as
calldata. The verification key (VK) is assumed trustworthy
unless its handling is vulnerable (D5). The adversary seeks a
soundness violation, attempting to induce the verifier to accept
a proof for an invalid statement.

TABLE I

VERIFIER TAXONOMY: 5 CLASSES, 10 DETECTOR RULES
Class Rules Sev. Grounding
C1: Input sanitization D3, D9 High Linea [12]
C2: Field/curve arith. D2, D7 Crit. ABDK [24]
C3: VK integrity D5, D10 Crit. FOOMCASH [5]
C4: Fiat-Shamir binding D4 Crit. Frozen Heart [3]
CS5: Pairing/precompiles D1, D6, D8 Crit. Aztec-ToB [25]

III. RELATED WORK

General smart contract analyzers such as Slither [16] and
Mythril [17] detect issues such as reentrancy and arithmetic
bugs. They do not model ZK-specific pairing or transcript
semantics. Other tools focus on the prover side. Picus [18]
checks circuit constraints, Circomspect [19] analyzes Circom
source, SNARKProbe [20] fuzzes rank-1 constraint system
(RICS) libraries, and MTZK [21] tests ZK compilers. These
tools do not provide dedicated coverage of the verifier-specific
vulnerabilities considered here.

Chaliasos et al. [22] catalogue 141 vulnerabilities in succinct
non-interactive arguments of knowledge (SNARKSs) and place
16 on-chain verifier defects in an Unsafe Verifier class. Their
study records no existing defense for this class. ZKScan focuses
on these verifier-side problems, and part of our audit-derived
dataset comes from their study. Circomspect [19] is a related
example of syntactic pattern matching, although it operates
on Circom circuits rather than on-chain verifiers. ZKScan
additionally uses intraprocedural dataflow analysis for Yul
assembly because verifier values are often passed through
memory before they are checked, which makes simple pattern
matching insufficient.

The Frozen Heart disclosure [3] showed that the same Fiat-
Shamir error can appear across multiple codebases. Professional
audits [12], [23] do identify these classes of issues, but they
require manual review. ZKScan is intended as an automated
pre-audit check for similar verifier-specific vulnerabilities.

IV. VULNERABILITY TAXONOMY

Based on historical exploits, audits [12], [23], and the ZK
Bug Tracker [6], we group verifier vulnerabilities into five
classes. Table I shows these classes and the ten corresponding
detector rules. Severities follow audit standards (Consensys,
OpenZeppelin) and reflect the potential impact of each class,
while individual detector rules assign finding-specific severities.

C1: Input and Calldata Sanitization (D3, D9). Public
inputs enter via Y a;-L;. Because 1 has order r, noncanonical
inputs (a; > r) induce scalar aliasing, where a; and a; + r
yield the same curve point, enabling input malleability and,
depending on application semantics, double-spending. Entry
points that accept dynamic arrays without adequate length
validation may similarly admit malformed calldata. Both Linea
audits [12], [23] flagged this class.

C2: Finite Field and Curve Arithmetic (D2, D7). Multiply-
ing two 254-bit BN254 field elements can require up to 508 bits,
exceeding the 256-bit EVM word size. Furthermore, in custom
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elliptic-curve (EC) arithmetic routines that do not delegate to
precompiles, omitting on-curve (y? = 22 + 3 mod p) or G»
subgroup checks (cofactor h ## 1) can produce incorrect results
or permit invalid points. Both defects were observed in the
Linea [23] and ABDK [24] audits.

C3: Verification Key and Setup Integrity (D5, D10).
The verification key determines which circuit is verified. An
unauthenticated calldata-supplied key, a missing Groth16 com-
ponent («, 3,7, d, input-coefficient (IC) points), or duplicate
G2 components (72 = d2) can break this binding; the last flaw
was exploited in FOOMCASH/Veil Cash [5]. Zero-valued VK
coordinates or scalar-field/base-field mismatches can have the
same effect.

C4: Transcript and Fiat-Shamir Binding (D4). PLONK
verifiers derive challenges 3, ~, a, {, v, u by hashing successive
rounds of the proof transcript. Each challenge must bind to
prior commitments. Omitting required transcript data such as
public inputs, as in Frozen Heart [3], lets the prover manipulate
challenges to satisfy false statements.

C5: Pairing Logic and Precompile Handling (D1, D6,
DS). Implementations evaluate the pairing relation in (1) as a
single product tested against unity. Dropping any pairing term
breaks soundness, as in the Aztec Swap Validator [25]. When
invoking precompiles (EIP-197 [15]), the verifier must check
both call success and the pairing output word: an unchecked
failed call can leave stale memory, while an unchecked output
word lets a false pairing result pass. Linea audits [12] report
both variants.

V. SYSTEM DESIGN

As shown in Fig. 2, ZKScan analyzes Solidity contracts
containing inline Yul assembly in three stages: source parsing,
intermediate representation (IR) construction, and vulnerability
detection.

A. Architecture Overview

A Solidity parser extracts function signatures, constants,
and require statements, while a Yul parser extracts
staticcall targets, let bindings, and mstore/mload

operations from inline assembly blocks. Both parsers use
regex extraction and operate without solc, avoiding compiler
dependencies across different Solidity versions. A constant
resolver maps named constants to values (e.g., r_mod to the
BN254 scalar field order), letting downstream stages recognize
precompile calls, field bounds, and VK components across
snarkjs, gnark [26], and custom code.

Parsing produces a structured VerifierIR that records proof-
system type, pairing terms, field operations, input range
checks, Fiat-Shamir challenges, verification-key components,
and precompile return-check status. The parser produces a
nonempty VerifierIR for 50 of the 56 evaluated real-world
contracts, resolving 342 precompile calls.

The ten detectors operate across three tiers (Fig. 2), spanning
IR-level checks (D1, D3, D4, D5), source-level rules (D2, D7-
D10), and Yul dataflow analysis (D6). A proof-system-aware
registry ensures that detectors run only on applicable contracts
(e.g., D4 is restricted to PLONK/FFLONK). Several detectors
combine IR and source checks. The resulting findings are then
deduplicated.

B. Detection Techniques

IR-level analysis (D1, D3, D4, D5). Four detectors reason
over VerifierIR. DI checks pairing input lengths against
heuristic term-count thresholds (6 x 32 bytes per pair). D3
checks that public inputs are bounded (a; < r) to prevent
scalar aliasing. D5 inspects verification key sourcing and
component completeness, flagging calldata-supplied keys or
duplicate G5 points. For PLONK and FFLONK verifiers, D4
checks extracted challenge names and order (53,~,a,(,v,u
for PLONK; 3,7, &, a, y for FFLONK), resolves aliases (e.g.,
pBeta), and checks source-level hash call counts across
keccak256 and SHA256.

Intraprocedural dataflow analysis (D6). Since gas-

optimized verifiers often defer return checks through memory
or accumulators, D6 tracks precompile staticcall return
values through variables, memory slots, and accumulators
to identify return-check patterns in inline Yul assembly and
Solidity code.
Algorithm 1 handles five patterns found in production verifiers:
immediate branch checks, switch-case dispatch, boolean accu-
mulators, cross-block memory tracking (e.g., Aztec UltraPlonk),
and function-local validation helpers. Guard sets represent
syntactically recognized checks; the analysis does not fully
account for variable scope or establish whether recognized
checks lead to rejection. Solidity-level guards (e.g., require
or branch conditions outside assembly) are mapped directly to
these checks.

Source-level and syntactic analysis (D2, D7-D10). Five
detectors evaluate contract source directly. D2 flags raw
field multiplication lacking recognized modular reduction. D7
flags custom EC routines and missing on-curve validation
(y? = 23 + 3 mod p) while recognizing precompile wrappers.
D8 flags pairing calls whose staticcall success appears
checked but whose output lacks a recognized output-use
or validation pattern. D9 flags dynamic proof/public-input



Algorithm 1 Pattern-Based Precompile Return Check (D6)

Input: Verifier source S (Solidity with inline Yul blocks)
Output: Set of potentially unchecked precompile staticcall sites U
1: U+ 0,C+«+0
2: for each precompile invocation s € S do
3 if IsWrapped(s, pop) then
4: U<+ UU{s}
5: else if = IsWrapped(s, iszero) then
6.
7
8

> Return value discarded

Vs < CaptureVars(s)
C+ CU{(s,Vs)}
end if

9: end for

10: M « {slot — v | mstore(slot,v) € SAIs:v e Vs}

11: Gy « GuardVars(S), Gy, < GuardSlots(S)

12: for each (s,Vs) € C do

13: if VaNGy, =0 AV € VsVslot (slot — v € M = slot ¢ Gp,)

> Captured for pattern matching

then
14: if = AccumCheckPattern(Vs) A = FnScopeGuard(s) then
15: U<+ UuU{s}
16: end if
17: end if
18: end for

19: return U

parameters without recognized length-check patterns. Finally,
D10 validates constant sanity, flagging zero-valued coordinates
and base-vs-scalar prime confusion.

VI. EVALUATION

We evaluate ZKScan on three datasets: a synthetic dataset,
an audit-derived dataset, and a mainnet dataset.

A. Setup

ZKScan is implemented in Python 3.12, and experiments
were conducted on Ubuntu 24.04 with an Intel Core i7 processor
and 64 GB of RAM. The tool analyzes Solidity source directly
without compiler or chain dependencies and processes a
contract in under 500 ms (averaging 54 ms).

Our evaluation suite contains 74 contracts across three
datasets: an 18-contract synthetic dataset with 11 vulnerable
and 7 safe contracts, a 20-contract audit-derived dataset
reproducing published audit findings [12], [22], [23], [25],
and a 36-contract in-the-wild mainnet dataset. For the audit-
derived dataset, 15 contracts derive ground truth from published
audits, and five use canonical snarkjs templates. Together,
the audit-derived and mainnet datasets comprise 56 real-world
contracts spanning Groth16 (28), PLONK (8), FFLONK (5),
STARK (1), and 14 thin wrappers or interface stubs without
inline pairing logic (e.g., Scroll, Loopring, Taiko SGX). We test
historical code and do not claim active zero-day vulnerabilities.

B. Results

Alert distribution. Across the 56 real-world verifiers,
ZKScan reports 133 raw alerts (Table II) as signals for review,
not verified exploits. On the 15 audit-backed contracts alone,
ZKScan achieves 80.0% precision and 94.1% recall, close to
the full audit-derived dataset result. Table III shows per-class
precision, recall, and true-positive (TP), false-positive (FP), and
false-negative (FN) counts. Of the 18 ground-truth positives, 11
occur in the Linea pre-audit verifier, making recall especially
sensitive to that contract.

TABLE II
ALERT DISTRIBUTION ACROSS 56 CONTRACTS BY PROOF SYSTEM
(MERGED AUDIT-DERIVED AND MAINNET CONTRACTS)

Group C1 C2 C3 C4 Cs5 Tot.
Groth16 (28) 14 16 7 0 16 53
PLONK (8) 20 12 11 6 12 61
FFLONK (5) 2 0 5 0 0 7
STARK (1) 2 1 1 0

Other (14) 2 1 2 0 3 8
Total 40 30 26 6 31 133

TABLE III

EVALUATION ON SYNTHETIC AND AUDIT-DERIVED DATASETS

Class Synthetic Audit-derived
Prec. Rec. Prec. Rec. | TP/FP/FN
C1: Input sanitization 1.00 1.00 1.00 1.00 7/0/0
C2: Field & curve arith. 1.00 1.00 0.80 1.00 4/1/0
C3: VK integrity 1.00 1.00 0.50 0.50 1/1/1
C4: Fiat-Shamir binding 1.00 1.00 1.00 1.00 1/0/0
CS5: Pairing/precompiles 1.00 1.00 0.57 1.00 4/3/0
Overall (C1-C5) 1.00 1.00 0.77 0.94 17/5/1
TABLE IV

ABLATION OF YUL DATAFLOW ANALYSIS ON D6

Raw alerts on merged
audit-derived and mainnet dataset

Detection effectiveness
on audit-derived dataset

Configuration Alerts Contracts TP | FP | Prec.| Rec.
Regex-only 366 42 3 25 | 0.11 | 1.00
Full ZKScan 25 3 3 3 | 050 | 1.00

Detection effectiveness. Overall, ZKScan achieves 94%
recall (17/18) and 77% precision (17/22) on the audit-derived
dataset (F1=0.85), and 100% precision and recall on the
synthetic dataset. Given the small number of ground-truth
findings, Wilson 95% intervals span 74.2-99.0% for recall and
56.6-89.9% for precision. On the synthetic dataset, ZKScan
identifies all injected defects across all five classes. On the audit-
derived dataset, C1, C2, C4, and C5 achieve high recall (1.00).
The single false negative stems from a trusted-setup governance
issue outside code-level scope (1 C3 FN). The five false
positives occur in the Linea pre-audit contract (3), Nightfall
(1), and Worldcoin (1); no false positives were observed in the
evaluated Tornado Cash or Polygon zkEVM contracts.

Dataflow ablation. Table IV evaluates the empirical ne-
cessity of the Yul dataflow analysis (Algorithm 1) against
a regex-only baseline that does not track how return values
propagate. Without dataflow tracking, regex pattern matching
triggers 366 raw D6 alerts across 42 contracts, including 79
false alarms on Aztec’s UltraPlonk verifier due to deferred
return checks of precompile calls. Full ZKScan suppresses 341
of these alerts (a 93.2% alert-volume reduction), isolating 25
alerts across three contracts. Crucially, on the audit-derived
dataset, this alert reduction preserves recall: D6 precision rises
from 0.11 to 0.50 while recall remains 1.00, retaining all three
expected true positives.



TABLE V
DETECTION COVERAGE BY VULNERABILITY CLASS

Vulnerability Class ZKScan Slither Mythril
C1: Input and calldata sanitization ® O O
C2: Field and curve arithmetic ® O O
C3: VK and setup integrity ° @) ©)
C4: Fiat-Shamir transcript binding ® O O
C5: Pairing logic and precompiles ® O O

@ = class detected O = no applicable detection rule

Baseline comparison. We ran Slither [16] and Mythril [17]
on all 18 synthetic dataset contracts. Slither completed 17
contracts and Mythril 14; the remainder failed to compile under
available solc versions. Slither reported 225 Informational
findings and Mythril reported one generic Low finding. None
identified any of the eleven injected defects (Table V). Their
rules do not reach inside inline assembly; for the missing on-
curve check, Slither calls the validation routine dead code that
“should be removed”. Neither tool models pairing or transcript
semantics, so the key evaluation of our analysis design is the
ablation in Table IV.

Practical impact and case study. At 77% precision on the
audit-derived dataset, approximately three in four alerts are
true positives. Across 56 real-world verifiers, ZKScan reports
2.4 alerts per contract on average (median 1; 17 produce none),
suggesting a manageable triage burden. Beyond the low triage
overhead, ZKScan demonstrates utility on production rollups.
On the pre-audit Linea verifier, ZKScan completed analysis
in 200 ms, detecting auditor-confirmed bugs [12], [23] in four
of five classes while missing only the trusted-setup issue (C3).
On the remediated version, ZKScan reports no alerts, which is
consistent with the fixes.

VII. CONCLUSION

We presented ZKScan, a static analyzer for on-chain ZK
verifier contracts with ten detector rules across five vulnerability
classes and intraprocedural Yul dataflow analysis for the
precompile return-value check (D6). On a 20-contract audit-
derived dataset, ZKScan achieves 94% recall and 77% precision,
detecting auditor-confirmed vulnerabilities in historical contract
versions. It reduces false alarms compared to a regex-only
baseline, particularly on optimized verifiers such as Aztec’s
UltraPlonk. Slither and Mythril detect none of the injected ZK-
specific defects in the synthetic dataset. ZKScan has limitations:
it cannot track values across Solidity function boundaries or
verify the mathematical correctness of pairing equations or
prover-side constraints. Future work will add interprocedural
taint analysis, a lightweight parsing expression grammar (PEG)
parser for hand-written Yul, detectors for Cairo and Rust, and
a larger dataset as more audit reports become public.
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